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February 2004 was the last month for which I paid a human being to transcribe my dictations.  As a solo family physician, shelling out $1600 a month for a transcriptionist was simply tearing me up inside.  After all, I was essentially paying out an amount equivalent to a monthly home mortgage.
I decided to give speech recognition software a try.  I had checked out Dragon NaturallySpeaking Medical software some years back and my impression, at that time, was that it was not ready for primetime.  Admittedly, that was not all Dragon's fault; rather, computer processors were slower and most computers contained only bare amounts of memory.

That February, I picked up a newest version of Dragon NaturallySpeaking Medical Solutions version 7 and loaded it on my IBM ThinkPad.  Using a headset microphone that I had picked up from a local office supply store, I performed the initial training with the program and then started dictating all of my patient progress notes from then on.  Although not perfect, it was certainly good enough for my purposes and I was able to put that $1600 a month to better uses.

I've since upgraded to Dragon NaturallySpeaking Medical version 8, boosted the RAM in my computer, and purchased a high-quality microphone.  My dictations look good and my wife appreciates having that extra money each month.

Along the way, I've picked up tips on how to make speech recognition work for me in the office.  These are things that I learned from experience and many are things  picked up from the excellent bulletin board forums frequented by other users of voice recognition software. You can’t expect good quality voice recognition accuracy if your hardware is substandard, so let’s begin with these issues.
Soundcard
Most computers purchased nowadays have multimedia capabilities i.e. they can play sound (e.g. music) and video (movies). A soundcard is necessary in order for the computer to generate the music (and any other sounds generated such as special effects in a video game). While earlier computer designs employed sound cards that plugged into the motherboard (i.e. “the guts” of the computer – it coordinates everything that goes on inside and is driven by the CPU, or central processing unit). Many of the newer systems integrate soundcard capabilities directly into their motherboards.
Not all sound cards and computers are equal as far as voice recognition is concerned. Some manufactures take care to properly shield the electrical components whereas others do not. The result is that the system itself can generate electrical noise that will interfere with the voice signals, leading to poor transcription accuracy. Most of us did not think of this before we purchased our computer systems. Fortunately, there is a very easy solution and that is to use a USB “Pod.” Simply plug your microphone into the USB Pod and bypass your system’s soundcard to be assured of good quality input. How will you know if you need to do this? A reputable microphone vendor should be able to tell you after you tell them a little about your system.

Microphones

Go with the best. While all microphones can detect sound input, some are much better than others at noise cancellation. This is where it’s at. If your microphone picks up not only your voice, but the voices in the hallway, sounds of the air conditioner, office music, etc, then your resulting transcription will be riddled with errors. I tried one cheap microphone after another hoping that each new one would be the last. Finally, I took the advice that I found on some of the voice recognition forums on the web and splurged on a Sennheiser headset microphone that I purchased from www.emicrophones.com. 
The Sennheiser unit that was recommended is the same one that professionals use when performing on stage in concert while dancing or playing a guitar. Think about it – these microphones need to cancel out just about every other loud sound around them with the exception of the performer’s voice. This is the value of noise cancellation. [However, these microphones do add a certain amount of “reverb” that provides the performers voice with a slight echo and perception of greater depth. While beneficial for a stage performer, it is a hindrance to voice recognition. Hence, the microphone is modified by the vendor to eliminate the reverb and the Sennheiser is considered by many to be the top of the line for voice recognition
.]  
Also, headset microphones are the best for voice recognition as they maintain the microphone at a constant distance from your mouth at all times. The tendency for users of handheld microphones is to move the hand holding the microphone while speaking; this affects the sound volume levels detected and can result in dropped words. 

Computers
Faster is better and you can never have enough RAM (random access memory). One of the reasons behind my frustration with older versions of Dragon was due its sluggishness. Of course, that was not all Dragon’s fault – computers were a lot slower back then. Over the recent years, the speed of computers has increased exponentially. The CPU’s today are infinitely faster than those of 5 years ago, let’s say. The CPU is the “brains” of the computer so this means that they “think” that much faster now.
Have you ever had to “hold that thought” for a moment while you worked on something else and then returned back to your task? This is what RAM does for your computer. The CPU is processing millions of instructions per second and it uses RAM to store information that is needed for subsequent steps. The more RAM, the faster the CPU can process data.

Most computers sold today come supplied with bare minimum amounts of RAM in order to run the basic programs that we all have. If you’re a PC user, you might be aware that the Microsoft Windows operating system and many other programs “hog memory.” Hence, if there is not enough RAM in your computer, your system may crawl along at a snail’s pace, making any type of work extremely frustrating. Many of the systems purchased contain 256 or possibly 512 megabytes (MB) of RAM. If you run more complex programs, including voice recognition, you’re going to want more – at least 1 or 2 gigabytes of RAM in your system. Yes, Dragon will run on less, but it will be slower.
The price of CPU’s and RAM has fallen dramatically over the years. It’s incredible just how an extremely fast system can be purchased for a fraction of what we paid years ago. Bottom line: buy the fastest CPU and add more RAM. Time is money in your pocket.
Dragon Naturally Speaking (Medical Version 8.0)
Dragon comes in different “flavors”: Standard, Preferred, and Professional, the latter has two specialties, Medical Solutions and Legal Solutions. Although significantly more expensive than the Standard version, The Medical Solutions version contains specialty vocabularies for Family/General Practice, Radiology, Cardiology, Surgery, Ob-Gyn, Neurology, Pathology, Orthopedic, Emergency, Mental Health, Oncology, Pediatrics and Gastroenterology. While the Medical Solutions version lists for slightly over $1000, it can be found cheaper on the web. However, it has easily paid for itself over and over again after I consider what I was paying my transcriptionist.
Installing the program is pretty straightforward and does not take too long. Upon opening the program you’ll be asked to create a user name and then you’ll be ready to begin training the program to listen to your voice. After letting the computer adjust the volume setting of your microphone, you’ll be asked to choose from a number of reading choices, but you’ll want to select the medical readings. While you can get by with 15 minutes of training, I suggest longer if you have the time, reading a variety of medical reports ranging from a cardiac catheterization to orthopaedic and oncologic consultations to radiology reports. You do not want to rush the training process! It’s very important that Dragon hear you as you speak naturally, so try to speak at your normal pace and rhythm.  With the Sennheiser, I’ve found that I can dictate at a volume not much louder than a whisper and it picks up everything just fine. This saves my voice in the long run and helps to maintain privacy from other ears.
The greatest impediment to accuracy is how we speak. Dragon doesn’t do well if you mumble or slur words. It does best when we speak clearly and in a natural manner – not one word at a time (this actually makes it less accurate; Dragon does best by recognizing words in context).  What to do if the accuracy begins to fall off? Voices can change as the day goes on and speech tends to become sloppier when we’re tired. A brief retraining of the microphone can help with the former and making oneself more aware of the latter is the best cure for the latter. Enunciation is ALWAYS the key!
You can test the accuracy of your set-up by reading something called “The Rainbow Passage.”  Reading it requires approximately 350 utterances and supposedly has a distribution of phonemes equal to the frequency of the 46 phonemes used in American English. 
Dragon continues to learn as you use it. It saves the speech files from each session. After a while, you should run the Acoustic Optimizer (found in the Accuracy Center of the Tools menu). This sorts through your saved speech files and improves the “IQ” so to speak of the speech engine so that it works better in the future. Occasionally, if your accuracy is still not where you want it to be, you may wish to retrain Dragon by reading some more of the selections in the Accuracy Center.
Dragon in the office
I try to dictate a note after I see each patient. To speed things up, I created a template of a S.O.A.P. style progress note and dictate into the fields. [Note: this is not a macro, although I suppose that one could be created.] It usually takes 1-2 minutes to finish a typical visit note and then I’m off to see the next patient. If I’m running behind or a visit was particularly complex, I’ll end up dictating the note later on in the day. I keep a digital recorder on me to keep my thoughts for when I dictate later. 
[insert copy of my SOAP note in a box.]

Why not simply use a handheld digital Dictaphone while I’m with the patients? I tried that, but the accuracy is not nearly good enough with the current machines for reasons alluded to earlier (I purchased a good one – a Sony ICD-BM1; Dragon can transcribe this dictation, but it’s riddled with errors; it’s OK to jog my memory, but not for actual patient progress notes).
Final Comments
Dragon NaturallySpeaking Medical Solutions (v 8.0) has worked well for many physicians, as indicated by their contributions on the various  internet forums. This latest version is more accurate and faster than previous versions. Like most complex software, there are still some minor glitches that will probably be fixed in upcoming software patch. 

Nothing is ever perfect in life. In reality, I do not proofread every word of my notes afterwards. Rather, I check for content and one of my staff members skims through the note looking for obvious typo’s or nonsense words. Because of this, I add the following disclaimer to the end of all of my notes:

Dictation: Dragon NaturallySpeaking. Please note that this note was transcribed by computer. While it has been checked for content, some typographical errors may have inadvertently been missed.
I hail from New Jersey and, as a result, can speak pretty fast during the course of my normal speech. I make a conscious effort to speak just a little slower and clearly when I dictate. The results with the new Sennheiser microphone are very good. The vast majority of my notes are completed within minutes of the visit. This, plus the fact that they’re “typed” means that they’re available immediately so that I can send them on with a patient to the Emergency Department or to a specialist.  I feel that this improves the continuity of patient care. 

So sure, I could dictate faster with a human transcriptionist, but I like these benefits and saving $1600/month at the same time even better.

Useful Links

ScanSoft Discussion Forums http://support.lhsl.com/databases/dragon/webdisc.nsf/($All)?OpenView)
ScanSoft sells software designed to enhance office efficiency. Besides Dragon NaturallySpeaking, they also own IBM ViaVoice product.
Knowbrainer Unofficial NaturallySpeaking Public Forum

http://forum.knowbrainer.com/list.php?f=2
Knowbrainer was created to empower the users of voice recognition software.
e-Microphones
http://www.emicrophones.com/articles/index.asp
Aside from selling microphones, they maintain an excellent reference section on voice recognition technology.

---------------

Dr. Pearson is the Medical Director of Medicine-in-Motion, in San Marcos, California (www.medicine-in-motion.com). He sits on the Board of Editors of Patient Care magazine. For 5 years, he served as the “Digital Doc” on the Microsoft Network (MSN). 
Box #1: The Rainbow Passage
The Rainbow Passage

When sunlight strikes raindrops in the air, they act like a prism and form a rainbow.  The rainbow is a division of white light into many beautiful colors.  These take the shape of a long round arch, with its path high above, and its two ends apparently beyond the horizon.  There is, according to legend, a boiling pot of gold at one end.  People look, but no one ever finds it.  When a man looks for something beyond his reach, his friends say he is looking for a pot of gold at the end of the rainbow.  

Throughout the centuries men have explained the rainbow in various ways.  Some have accepted it as a miracle without physical explanation.  To the Hebrews it was a token that there would be no more universal floods.  The Greeks used to imagine that it was a sign from the gods to foretell war or heavy rain.  The Norse men consider the rainbow as a bridge over which the gods passed from Earth to their home in the sky.  Other men have tried to explain the phenomena physically.  Aristotle thought that the rainbow was caused by a reflection of the sun's rays by the rain.  Since then physicists have found that it is not reflection, but refraction by the raindrops which causes the rainbow.  Many complicated ideas about the rainbow have been formed.  The difference in the rainbow depends considerably upon the size of the water drops, and the width of the colored band increases as the size of the drops increases.  The actual primary rainbow observed is said to be the effect of super position of a number of bows.  If the red of the second bow falls upon green of the first, the result is to give a bow with an abnormally wide yellow band, since red and green lights when mixed formed yellow.  This is a very common type of bow, one showing mainly red and yellow, with little or no green or blue. 

Dictate a paragraph of approximately 100 words. Make sure to include the punctuation marks as well as words to determine your utterances. Divide the total words/punctuation into the number of errors. For example, if you dictate 150 utterances and make three mistakes, 3 divided by 150 equals .02. Subtract this from 1.00 and you get 98% accuracy. 

Box #2: Progress Note Template

See attached .pdf file: dragon_progress_note_before.pdf
See attached .pdf file: dragon_progress_note_after.pdf
� If you get lucky and your computer has a well-shielded soundcard, then you probably will not have to purchase a USB Pod. With the Sennheiser, you’ll then have to purchase an inexpensive battery box that is needed to drive the microphone element in the headset.





